
Towards Secure Interdomain Routing

For

Dr. Aggarwal

03-60-592

Winter 2004

By

Evia El-Habash
Table of Content

1. Introduction

2. Interdomain routing

2.1 Background of Border Gateway Protocol

2.1.1 Address Management

2.2 Security Measures 

2.2.1 Secure Border Gateway Protocol (S-BGP)

2.2.2 Internet Route Verification (IRV)

2.2.3 Secure Origin Border Gateway Protocol (soBGP)

3. Origin Authentication Services

3.1 Formalization

3.2 Modeling

3.2.1 Origin Authentication Services

3.3 Simulation

3.3.1 Description of the Simulation

3.3.2 Observation

3.4 Evaluation

4. Conclusion

5. References

1. Introduction

     Internet routing dictates the path that IP packets take to go from their source to their destination.  A path includes a sequence of routers and the links between them.  The routers, using routing protocols, compute the desired path by exchanging reachability data and performing computation on them. 

     These arbitrarily connected routers are grouped into management domains called Autonomous Systems (ASes).  Although it is common for a single AS to use several interior gateway protocols and sometimes several sets of metrics within an AS, the administration of an AS is regarded as having a single coherent interior routing plan and presenting a consistent picture of reachable destinations.

     Attacks against Internet Routing are increasing in number and severity.  The vulnerability of the Internet Routing is attributed to the absence of origin authentication.  The lack of validation to claim of address ownership or location results in attacks by malicious entities. Misconfiguration could lead to disruption of large portions of the Internet.  This survey investigates the semantics, design and application of origin authentication services.  

2. Interdomain Routing

2.1 Border Gateway Protocol

     The Border Gateway Protocol (BGP-4) is the inter-Autonomous System routing protocol used on the Internet. It is a critical component of the Internet’s routing infrastructure. Since BGP-4 is the only one in use, it is simply called BGP.  It is describes in RFC 1771 & 1772 in March 1995 [3,4].  Moreover customer networks such as universities and corporations, usually employ an Interior Gateway Protocol (IGP) for the exchange of routing information.  

     The AS announces IP address ranges (called prefixes) to its neighboring AS and it also announces the prefixes that it learns from each of its neighbors to its other neighbors.  The protocol is referred to as External BGP if it is used between AS and it is referred to as Internal BGP when it is handling routing within an AS.

     BGP is characterized by routing information that contains full AS paths and enforces routing policies based on configuration information.  When the TCP connection between neighbors is first established, full routing information is exchanged.  From that point on, only changes will be posted and only the optimal path to a destination network will be advertised.  BGP provides sufficient information to detect routing loops and enforce routing decisions based on performance preferences and policy constraints with the use of route parameters, called attributes.      

      Path selection process is complicated by the lack of a universally agreed-upon metric among ASes that can be used to evaluate external paths.  Each AS is left to set its own criteria for path evaluation. It is done by mapping each full AS path to non-negative integer that denotes the path’s degree of preference.  The task is thus reduced to choosing the one with the highest degree of preference.  

     This preference is determined by the attributes:

- Weight  


This is a Cisco-defined attribute that is local to a router.  If there is more than one route to the same destination, the highest weight will be preferred.  

For example, when Router A receives the advertisement from both Router B and Router C to the same network.  Router B with associated weight of 50, and the advertisement from Router C with associated weight of 100, both paths will be in the BGP routing table.  The route with the highest weight will be installed in the IP routing table.

- Local preference


The local preference attribute is used to select an exit point from the local AS.  The local preference attribute is propagated throughout the local AS.  When there is multiple exit points, the local preference attribute is used to select the exit point for a specific route.

- Multi-exit discriminator 



Metric attribute is used as a suggestion to an external AS regarding the preferred route  into the AS that is advertising the metric.  The external AS may be using other BGP attributes for route selection so the local AS has no control over the selection.

- Origin



Indicate how BGP learned about the route

IGP – The route is within the originating AS.  The value is set when the 

           network router configuration command is used to inject the route.

EGP – The route is learned via the Exterior BGP

 

Incomplete – Origin of the route is unknown or learned in some other

way.  An origin of incomplete occurs when a route redistributed into BGP.

- AS_path



When  a route advertisement passes through an AS, the AS number is added to an ordered list of the AS numbers of the route that it has traversed.  This is the mechanism that BGP uses to detect routing loops.  The routes with longer AS_path list will not be installed in the IP routing table.

      - Next Hop



The EBGP next-hop attribute is the IP address that is used to reach the advertising route.  If the next-hop attributes points to a router in the local AS, the external next-hop information is preserved (see Figure 1). The route will be discarded if next-hop information is not available.  Therefore it is important to have an IGP running in the AS.
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Figure 1

      - Community


Provides a way of grouping destinations, called communities.  Route maps are used to set the community attribute

· No-export – do not advertise to EBGP peers

· No-advertise – do not advertise 

· Internet – advertise to the internet community

     BGP uses classless interdomain routing (CIDR) to reduce the size of Internet routing tables.  A typical Class C address space consists of 256 Class C address blocks.  Without CIDR, the ISP would advertise 256 Class C address blocks to its BGP peers.  With CIDR, BGP can reduce the address space to one block as CIDR ignores the class distinctions and consequently reducing the BGP routing tables.

     Each AS has one or more BGP speakers and one or more border gateways.  If the traffic carried within an AS either originates or terminates at that AS, it is called the local traffic.  Otherwise, it is called transit traffic.  BGP is designed to facilitate the control of the transit traffic flow.

      AS are categorized as:

      Stub AS: an AS that carries local traffic only.

      Multihomed AS: Connected to more than one other AS but does not carry transit traffic

      Transit AS: Carries both transit and local traffic

     BGP interacts and coordinates with the Interior Gateway Protocol (IGP) to carry local and transit traffic.  BGP has the ability to specify when an aggregated route may be generated out of partial routing information.  BGP has administrative control over these aggregated routes even if not all of them are reachable at the same time. Therefore, BGP speakers can enforce routing policies when aggregating.

2.1.2 Address Management

     The IPv4 address space is governed by IANA and the address authority function is performed by the Internet Corporation for Assigned Names and Numbers (ICANN).  Ownership of Ipv4 address is in turn delegated to different organizations.  These organizations is free to delegate some or all of the received address space to any organization it desires as long as the same address is not delegated to more than one organization. 

     The delegated addresses of the organization are configured into routers (ASes) which has administrative right of these addresses.  The addresses under the administrative domain of the AS are called its prefixes and they are advertised via BGP.  Address delegation and assignment are administrative process without a structure for validation.

2.2 Security Measures

     BGP is highly vulnerable to a variety of malicious attacks due to its lack of secure means of verifying the authenticity and authority of the traffic.  The problems are

a) messages may not be correct, and authentic

b) path may not be authentic,

c) the AS may not have the authority to advertise a prefix

Over the years, different methods have been proposed to address the different issues and to enhance the security of BGP.  The accepted method for tracing delegation in the complex environment of the internet is through signed assertions that are supported by a certification infrastructure. 

2.2.1 Secure Border Gateway Protocol (S-BGP)

    Secure BGP addresses most of the security vulnerabilities of the BGP by using a combination of IPsec, a new BGP path attribute containing “attestations” and a Public Key Infrastrcture (PKI) [2].  The PKI supports origin authentication by issuing certificates, address attestations, binding prefixes to validate prefix advertisements. It is suggested that address attestation should be done through an out-of-band mechanism or replaced by attestations based on the use of certralized attestation repositories.

     S-BGP uses the Encapsulating Security Payload (ESP) protocol from the IP security (IPsec) protocol suite to provide authentication, data integrity and partial anti-replay protection on a point-to-point basis for the BGP peering session.  The Internet Key Exchange (IKE) protocol is used for key management services in support of ESP.  

     A new “attestation” path attribute verifies that one or more ASes is authorized to use the routing information in its routing calculations and thus to advertise a route to the specified blocks of addresses.  There are two types of attestations:-

a) Route attestations – a new path attribute in the UPDATE messages

b) Address attestations – obtained by ISP downstream providers (DSPs) and Subscriber Organizations (SOs) and uploaded to BGP speakers.

     The PKI provides the public key certificates that BGP speakers use with attestations to authenticate:-

a) The address space that is allocated to it

b) the identities and authorizations of

· Repositories for repository-to-repository synchronization

· Repositories and their administrators for administrative access

· Repositories and NOC operators for downloading and uploading of certificates CRLs, and AAs.

     Although the S-BGP project began in 1996, it is still in progress and it has not be implemented in Internet routers.  The delay is attributed to router memory constraints, processing overhead concerns and the uncertainty of the telecom economy.  However some believe that S-BGP inhibits an ISP’s ability to establish policy for its routers. Consequently an alternative, Secure Origin BGP, is being developed in Cisco Sysem.

2.2.2 Internet Route Validation (IRV)

     The IRV projects addresses the challenge of integrating interdomain routing security solution with existing infrastructure.  IRV servers are implemented in the ASes to maintain routing data received and advertised.  These IRVs can provide validation for remote entities by out-of-band mechanism and potentially secure protocol.

2.2.3 Secure Origin BGP (soBGP)

     This is a solution proposed within the Cisco System [4].  It is believed to be a deployable mechanism for validating the correctness and authorization of the data carried within BGP.  It is design to prevent the sorts of attacks resulting from misconfiguration or intentional insertion of bad data into the Internet routing system.  It validates address announcements with attestations similar to S-BGP’s, but it gives the user the responsibility to determine which entities are trustworthy.

Origin authentication 

       SoBGP addresses the classic problem of key distribution by an EntityCert.  EntityCert is a certificate that ties an AS number to a public key.  To verify that the key carried within the EntityCert is indeed the key of the advertising AS, a third party is used.  The third party is chosen from a small number of well-known entities such as top-level backbone service providers, key authentication service provider and so on.  These attested keys are used as “root keys” to build a database of known good ASm/key pairs to validate EntityCert.

     The key each AS distributes in its EntityCert is actually the public half of a private/public key pair (see Figure 2).  The protected private key may be stored elsewhere and it can generate signature for other certificates as needed.  There is no special protection mechanism required as the only key exposed is the AS public key.
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Figure 2

Authorization to Advertise 

     An authorization certificate, or AuthCert, ties an AS to a block of addresses that the AS may advertise can be built by the distributed public key.
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Figure 3

AS45000 has the authority to advertise prefixes with the block 10.1.10/8 (see Figure 3).  The AuthCert is signed using the authorizing AS key.  AS45000 builds an AuthCert tying 10.1.1.0/16 to AS45001, in order to delegate some part of the address space.  AuthCert are not independent certificates, it is wrapped in a PrefixPolicyCert.  The PrefixPolicyCert verifies the authorization of the originating AS to advertise a prefix.

Legitimate Path

     A map of the internetwork topology is built to verify that the advertiser of a given route actually has a path to the destination.  The information about the list of peers of the AS is included in the ASPolicyCert.

Feasibility

The current draft of soBGP specifies a new type of BGP message, the SECURITY message, which can be used to transport the certificates; the EntityCert, the PrefixPolicyCert, and the ASPolicyCert.  Supporter of soBGP believe that it is flexible, moderately lightweight and yet strong.  The advantage lies on low overhead processing requirements and very flexible deployment options with no reliance on centralized servers.  However critics (such as Kent of BBN and etc.) believe that it provides too many ways to do certain things and thus hampers its interoperability.

Deployment Options of soBGP

Two options are suggested for deploying soBGP on the Internet.

a) Direct Certificate Exchange

The border routers can exchange certificates with their peers. They are capable of the cryptographic processing required to validate the received certificates and build local databases from which they can perform security checks on received updates.

b) Exchange by Edge Router

In this option, each AS contains edge routers and internal servers.  Edge routers are used to exchange certificates that they do not process.  They will relay the certificates to internal server that validates the certificates by performing the necessary cryptographic operations.  The edge routers receive updates, query the server and take actions accordingly.

3. Origin Authentication Services (OA)

     Aim at addressing the issue of the lack of authenticated address usage.  The general solution comes in the form of using cryptographically strong authentication tags to validate address advertisements.  This discussion is based on a study in AT & T Lab [1].  The OA attempts to construct and use authentication tags [1].  It can be used with any of the comprehensive security measures for BGP.

3.1 Formalization

     In order to present the scheme of origin authentication traces, it is necessary to formally defined the address prefixes, and proof of delegation.

3.1.1 Address Advertisements

Let 

    ASN = {1,2,…K} be the set of all Autonomous System Numbers, K = 216
    O be the set of all organizations which can own prefixes

    S be the set of all BGP speaking organizations
    C be an organization; C ( S and ASN(C) be the set of AS numbers current assigned to C

    IPA = {0,1}l be the set of all l-bit IP addresses; l=32 for IPv4 and l =64 for IPv6

    x/j  is the address prefix (often called prefix)

j is an integer between 0 and l  inclusive

x is a j bit number (x ( {0,1}j)

x/j = {x(y|y({0,1} l –j}; all of the –bit addresses with the j most significant bits equal   

                                       to x

    ( is the empty string

    (/0 = IPA; the set of all addresses

A directed tree, prefix tree, represents the partial order of the prefix address is defined as

    (/0 = IPA is the root

    leaves are the singleton sets w/l
    each node except the root, x/j, has two outgoing edges


left child = x(0/(j+1)


right child = x(1/(j+1)

If two prefixes, x/j ( y/k, then x/j is a subprefix of y/k and y/k is a superprefix of x/j

If an organization, D, has delegated the address prefix x/j to C, it implicitly delegated the right to delegate and assign all of the subprefixes of x/j to C.

When a property of a prefix x/j implies the same property for all of the subprefixes of x/j, the property has subtree semantics

3.1.2 Proof of delegation

If y/k is a prefix of C.  Address assignments or delegations can be formally expressed as

a) (C, y/k, n) where n (ASN; C assigns y/k to an AS number n

b) (C, y/k, C’) where C’( O; C delegates y/k to C’

c) (C, y/k, R); C declares y/k as RESERVED thus neither advertised nor delegated.

     Each organization, C, has a delegation policy for each prefix in the prefix tree.  C’s delegation policy for y/k is implemented by the triples.  The entire collection of all these policies form the delegation policy of C.  Delegation has subtree semantics while assignments do not.

Delegation Graph

    In BGP, if the address space is represented as a graph, address delegation will follow these rules:-

a) origin of the path is IANA

b) the path is acyclic

c) last node in the path is AS

This can be represented in a delegation graph where the vertex sets includes the set of all organizations, the set of AS numbers and the two special vertices of reserved and empty.

Let  G = (V, E) be the delegation graph where V is the vertex and E is the edge.

(C, y/k, Z) denotes delegation policy

a directed edge labelled y/k is placed from C to Z where


Z is in O ( ASN ( {R}  

If the delegation policy is an empty set, a directed edge labeled y/k is placed from C to (.

3.2 Modeling
A secure interdomain routing scheme must be able to prove that

a) an organization has been delegated authority by IANA over a specified address range

b) an AS has been granted the right to be the origin of the address range

c) the address range is reserved

The addresses are represented in delegation graph, and their legitimacy depends on the validity and the faithfulness of the delegation paths.

Validity of Delegation Paths

A valid delegation path for y/k

a) ownership source is IANA

A node with no incoming edges, but one or more outgoing edges labelled by a subprefix of y/k is known as the ownership source for y/k. 

b) path is monotonic

A directed path is monotonic if the label (other than the first) of each edge in the path is a subprefix of the label of the previous edge

c) path is acyclic

It should not contains a cycle of delegation.  When an organization C’ delegates y/k to C, C’ sends along delegation attestations so that C can determine the validity of the partial delegation path.

d) assignment edge labeled y/k and is ASN-respecting

An assignment edge that goes from an organization C to an AS number in ASN(C) or R or ( is ASN-respecting

Faithfulness

C’s delegation policy is faithful for y/k as long as at most one triple in its policy is:-

     Given x/j is a superprefix of y/k

a) (C, y/k, n) where n (ASN

b) (C, x/j, C’) where C’ ( O

c) (C, x/j, R) or

d) (C, y/k, U); delegation or assignment of y/k is UNAUTHENTICATED

Faithfulness is important to ensure correct configuration.

3.2.1 Origin Authentication Service

     Origin Announcements are verified by checking that

a) the delegation path is valid; ownership source is IANA and the path is acyclic and monotonic

b) the set of delegation attestations is verified; 

c) the assignment edge is ASN-respecting; certified by ASN Ownership Proof

Origin Authentication Tags, consisting of a delegation path, a set of delegation attestations, and an ASN Ownership Proof are used to provide the needed information.  This can be accomplished by attaching the OAT to the origin announcements or by retrieving them out-of-band. Only the delegation attestations will be discussed in detail.

3.2.2 Delegation Attestations

For an organization, C, the delegation policies (assuming faithfulness) can be represented by a function FC with domain D(C) and range O ( ASN ( {R} ( {(}.  Thus {(C, x/j, FC(x/j))}  is a delegation policy for x/j where x/j ( D(C).  There are different model for delegation attestations.

Simple Delegation Attestation

This model uses a signature by the organization, C, for attestation.  The attestations representing all of the prefixes of D(C) can be represented as


[(C, x1/j1, Fc (x1/j1))]C
[(C, x2/j2, Fc (x2/j2))]C

…

[(C, xs/js, Fc (xs/js))]C
The format of [m]c denotes m, (, where (is a signature of m signed by C’s key

Authenticated Delegation List

This model create and sign a single list of all of its delegations.


[(C, x1/j1, Fc (x1/j1)),

 (C, x2/j2, Fc (x2/j2))
…

 (C, xs/js, Fc (xs/js))]C
Autehnticated Delegation Tree

With this model, the organization, C, creates a Merkel hash tree.  The value of the root is h0, the value of each internal node is a hash function of the values of the children, and the leaves are of the form (C, x/j, FC(x/j)) where x/j ( D(C).  C’s signature on the root, [h0]C, the value of the children of all of the nodes on the path in the Merkle tree from the root to the leaves are passed along with the attestation.

Authenticated Delegation Dictionaries

This model makes use of a dictionary where elements can be authenticated.  A 2-3 search tree is created from the ADD with address prefixes as search keys.  The leaves are sorted.  A delegation attestation consists of the signed root, the search tree path and the value of the children of the nodes of the path.  The delegation can be verified by the presence or absence of a certain node.  For example, if y/k is delegated to another organization then none of y/k subprefixes should be in C’s ADD.   

3.3 Simulation

     In order to study the feasibility of Origin Authentication Services, a simulation is run with information of prefix reference locality and delegations of the address space make available by BGP update streams.  Since the exact delegation structure is not available, an estimated address delegation graph of the IPv4 address space is used.  The delegation information is collected form IANA allocations and BGP announcements. This involves the study of how and by whom delegation occurs.  Since the worst-case load is to be studied the study focuses on the largest visible load on any BGP speaker.

     The approximated graph shows that 2,112 of out of 14,912 total organizations delegate prefixes to other organization.  The interesting fact is that 16 AS/organizations are responsible for 80% of the delegation on the Internet, and 122 AS/organizations are responsible for 90% and 1220 perform 99% of the delegation.  The above discussed Origin Authentication Services performs well in dense and stable delegation hierarchy.

     The study investigate the stability of IP address delegation over first 5 months of 2003.  Delegations are recorder as added, removed or moves.  Best-case stability is approximate by filtering all suspicious adds, those that appear more than once.  The result is encouraging as only about 10% of the delegations are changed on any given month.  

3.3.1 Description of  the simulation

     The trace-based simulation is run on a single BGP speaker on April 2, 2003 where 653,649 UPDATE messages are recorded over a 24 hour period.  Four models are implemented, namely,

a) simple attestations,

b) authenticated delegation lists

c) AS authenticated delegation lists (with one signature only)

d) Authenticated delegation trees.

3.3.2 Observations

a) Signature validation is the most costly computation

    The models order from most costly to the least

i) simple attestation

ii) AS authenticated delegation list

iii) Authenticated list

iv) Authenticated delegation trees

Authenticated delegation lists and authenticated delegation trees are more efficient, needing only an order of magnitude less than the first two.

b) On-line and off-line Origin Authentication

    Authenticated delegation lists are significantly more expensive than the other.  This

    supports the view of the S-BGP designer that attestations should be done out-of-band.

c) Caching

    The tree scheme outperform the others when caching is used.  This does not come as a 

    surprise Since a small number of proofs encompass most of the delegations, the  

    associated signatures are likely to be present in cache.

d) Caching without organization load

In this case, authenticated delegation lists out-perform AS authenticated delegation list.  This  means that delegator-centric solutions are well suited to current BGP UPDATE traffic.

3.4 Evaluation

    The result of the simulation confirms the fact that the discussed Origin Authentication Services models are feasible.  The approximation of the delegation graph, based on the assumption that IP address delegation graph does not changes frequently, is justifiable as it is supported by the studies of BGP.  If the number of ownership sources and delegations in the Internet is underestimated in the study, it will not effect the quality of the result.

4. Conclusion

     Origin authentication service traces and validates the delegation of address usage.  It will greatly secure the interdomain routing process.  The Border Gateway Protocol used by the Internet is known to be problematic.  Different models have been developed to enhance the security, including Secure Border Gateway Protocol (S-BGP), Internet Route Verification (IRV), and Secure Origin Border Gateway Protocol (soBGP). However, these studies do not define and generalize origin authentication.  These models have not been implemented and thus there is no evaluation of solutions on the complete picture of delegation on the internet.  

     The Origin Authentication Service described in [1] provides a broad understanding of the issues involved.  It aims at showing that resource costs can be significantly reduced by using proof systems centered on the delegator organizations. The simulation shows that resource costs can be reduced significantly by the proposed solutions.  The process of developing a method to ensure security in the interdomain routing infrastructure is not complete.
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