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Abstract—When users have different security clearances to access data that is highly secure, single-level relational database is not sufficient. U.S Department of Defense (DoD) addresses some of the drawbacks of using single-level database in such an environment. Keeping that in sight DoD funded number of projects directed towards the building of multilevel secure relational database management system. The primary goal was to build and implement an MLS-compliant environment that would provide efficient processing of classified data. The four papers we selected on this topic discussed the MLS architecture, its security model, entity integrity and update problems, inference and polyinstantiation scenarios and solutions and implementation of Mandatory Access Controls. 
Index Terms—multilevel secure database, mandatory access control, inference
I. INTRODUCTION
M
ultilevel Security is the capability that permits users with different classifications to access different levels of data within the database. It is a security policy that was primarily developed for the U.S military and intelligence communities, but now it has been adopted by many civilian organizations that store, process and DISTRIBUTES classified information. Mandatory Access Controls should be enforced by the database so that unauthorized users should not be cleared to see the information for which they are not cleared.
Unauthorized users can also infer information indirectly using Cover channels like storage, signaling and others.  Two-phase locking and timestamp ordering used in traditional databases can create information flow channels from high security level to a low security level given transactions executing at high and low level simultaneously.
Inference is another means of access information indirectly. Enforcing primary key constraint across data from different security levels could allow a non-sufficiently cleared user to gain knowledge about the existence of a data row at a higher security level by means of insert, update or delete SQL operations.  Polyinstantiation is the solution to such problems that allows multiple existence of primary key in a tuple of same relation.
Entity integrity and update semantics is another problem Multilevel Secure databases should take care of. Relations should have minimal set of constraints that would allow large class of admissible instances as possible. In single-level relation, entity integrity simply means that primary key can not have a null value and also can not be repeated in a same relation.  But in MLS RDBMS, this definition is not sufficient. With each attribute the access class should be added along with a tuple access class (TC). There are four integrity properties that should be implemented in all multilevel database systems.
in this paper summarizes the ideas of four selected papers in the field of multilevel security. it introduces the concepts of multilevel security, imlementations of mandatory access control and solutions of inference problem in multilevel secure databases.
II. Towards A Multilevel Secure Relational Data Model
This paper talks about the Entity integrity and update semantics in a MLS Relational model. Security of such a database is kept critical while making the relational model simple and flexible.

They present four integrity properties which should be presented in all multilevel relations. Before we summaries the multilevel integrities and update semantics, lets first see what they look like in a single level Relational model.
A. Entity Integrity in Single-Level RDBMS
In single level RDBMS, entity integrity enforces that there should be at least one attribute defined as a primary key that will have a unique value in that relation and without holding any null values. In single-level RDBMS a relation has well defined mathematical properties. Each relation has two parts as follows.
· A state-invariant relation schema R (A1, A2 ...An), where each Ai is an attribute over some domain Di which is a set of values.
· A state-depended relation over R, which is a set of distinct tuples of the form (a1, a2 …an) where each element ai is a value in domain Di.
Here the key in single-level RDBMS is the minimal set of attributes on which all other attributes are functionally dependent
B. Relation Updates in Single-Level RDBMS
In traditional RDBMS the update, insert and delete SQL operations overwrite the data they are operated on. In such an environment no data classification involved, hence the information is revealed to everyone without any discrimination.
C. MLS Database Model
The Secure DBMS controls the access to data by using system’s security policy. In multilevel databases the security of the database is governed by mandatory access controls. These controls are either mandated by law, in government and military sectors, or by internal policies, as in commercial companies.
Bell and LaPadula gave access controls for computerized systems that are well accepted by the computing industry. Their model, Bell-LaPadula, is presented in detail in Section II.
D. Multilevel Relations
As we saw in section I.B that classic relations have two properties namely state-invariant relation schema and state dependent relation.  Similarly multilevel relations also express these two properties with the addition of access classes that are assigned to data stored in those relations.  This paper discusses assigning of access classes to individual data elements of the relation.  Multilevel relations have the following two parts
· Relation Schema: It’s a state invariant multilevel relation scheme R (A1, C1, A2, C2 …An, Cn, TC) such that each Ai belongs to a domain Di and each Ci is a classification attribute for Ai and TC is the tuple class attribute.

· Relation Instance: It’s a collection of state dependent relation instances Rc (A1, C1, A2, C2 …An, Cn, TC) one for each access class c
E. Multilevel Integrity Properties
In multilevel relation, instances might have different access classes and hence is more complex than the classic relation.  This is because tuple in a multilevel relation is composed of sets of tuples rather than a single set of tuple. Considering AK as apparent primary Key, multilevel relations extends the entity integrity into four new properties as follows.

1. Entity Integrity: Multilevel relation R satisfies entity integrity if and only if for all instances Rc of R and t ( Rc
i) Ai ( AK ( t[Ai] ≠ null

ii) Ai, Aj ( AK ( t[Ci] t[Cj] 

iii) Ai ( AK ( t[Ci] ( t[CAK]
2. Null Integrity: Multilevel relation R satisfies null integrity if and only if for each instance of Rc of R following conditions are true.
i) For all t ( Rc t[Ai] = null ( t[Ci] = t[CAK].
ii) Tuple t subsumes tuple s if for every attribute Ai, either (a) t[Ai,Ci] = s[Ai,Ci] or (b) t[Ai] ≠ null and s[Ai] = null
3. Inter-Instance Integrity: R satisfies inter-instance integrity if and only if for all c/ ≤ c we have RC/ = ( (RC, c/), where the filter function ( produces the c/-instance RC/ from RC. The filter function ( maps a multilevel relation to different instances, one for each descending access class. With the help of this filter function; user is limited to the portion of multilevel relation for which he or she is cleared.
4. Polyinstantiation Integrity: If there are two or more tuples in a multilevel relation with the same primary key, it’s called polyinstantiation. The relation R satisfies polyinstantiation integrity if and only if for every RC we have for all Ai: AK, CAK, Ci ( Ai. This property implicitly defines what is meant by the primary key in a multilevel relation.
F. Update Operations
As we know single-level relational model overwrites the data when one of the update operations, Insert, update, delete, are issued.  But doing so in multilevel relational model will surely leak classified information to lower level users.  For example, consider the following tuple.
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	Objective
	Destination
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U
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U
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Fig 1
Now if a high security level user issues the following insert statement
	INSERT

INTO SOD

VALUES (‘Discovery’,’Spying’,’Rigel’)


In this case this tuple could be either rejected or accepted.  Rejected, because insertion of such secret tuple is not required for closing signaling channels. Such a situation is called optional polyinstantiation. We can also retain the newly inserted tuple as these tuples are regarded as pertaining to two distinct entities.

Similarly for the update statement in multilevel relation, all the tuples in the relation which satisfies the predicate in the update statement are updated, making sure resulting relation satisfies polyinstantiation integrity.
	Starship
	Objective
	Destination
	TC

	Discovery
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Fig 2
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Fig 3

Consider the following update statement issued by U-user on Fig 2 and Fig 3
	UPDATE SOD

SET Destination = ‘Talos’

WHERE Starship = ‘Enterprise’


The changes made to Fig 2 and 3 are shown in Fig 4 and 5.
	Starship
	Objective
	Destination
	TC

	Discovery
U
	Exploration
U
	Rigel
U
	U


Fig 4

	Starship
	Objective
	Destination
	TC

	Discovery
U
	Exploration
U
	Rigel

S
	S

	Discovery
U
	Exploration
U
	Talos

U
	U


Fig 5

In this case if we let the relation to modify the existing row, then the un-authorized user will get to know highly classified data which he or she was actually not meant to see. Instead another row is added and hence required polyinstantiation is achieved by using covert channels.

As far as delete statement is concerned, the predicate expression that helps in identifying the tuples in Rc that are to be deleted. The *-property is used while deleting the rows. Practically, if t[C1] = c, then any polyinstantiated tuples in Rc/ > c will be deleted from Rc/ > c, and so the entity that t represents will completely disappear from the multilevel relation.

III. An Introduction to Multilevel Secure Relational Database Management System
In section II we summarized the concepts of Multilevel Secure Relational Database system. We also showed how the entity integrity, relational updates and update SQL queries are tailored for MLS-Relational database system to achieve polyinstantiation. This paper talks about the Bell-LaPadula model used in MLS-RDBMS. We will see how MLS certification and evaluation process is done in collaboration with Trusted Computer System Evaluation Criteria (TCSEC). We will also summarize the MLS-RDBMS architecture and at the end we will see how polyinstantiation is achieved in MLS-RDMBMS.
A. Multilevel Security
With the U.S. military and intelligence communities segregating data based upon its security classification, the need of preventing direct access to high level secured and non classified data to unauthorized users emerged. The strategy they adopted is termed as air gap using sneaker net to access the information. Four main drawbacks of this technique are
· Redundant databases

· Redundant workstations

· High cost of IT infrastructure

· Inefficiency
The aim of making a MLS is to allow classified information stored, processed and distributed in a secure way without compromising the drawbacks listed above. Using MLS, different classifications are used in the information system. Users in such systems have different security clearances and authorizations. MLS might have different level of securities, e.g. Secret and Top Secret. Now the system will process the collateral data and have some users with maximum clearance to Secret and others with Top Secret. In such scenarios the system must enforce strict security policies.
B. Bell-LaPadula MLS Model
MLS uses the basic security model presented by Bell and LaPadula. The model consists of objects and subjects. Object is considered as passive entity e.g. Flat files, records, fields within a record etc, and subjects an active process that can request access to an object. Objects are assigned a classification and subject a clearance. Classification and clearance are collectively called labels.
Labels have two components, hierarchical component and a set of unordered compartments. MLS enforces two restrictions on all data accesses:
· “No Read UP”: A subject can read an object if and only if its label dominates the object’s label.

· “No Write Down”: A subject can write on an object if the object’s label dominates the subject’s label.
C. Evaluation and Certification
For multilevel secure systems, evaluation and certification is highly strict as these systems will be carrying highly classified data and might be used by organizations like military, air force or government agencies. There are couples of evaluation criteria available for MLS, namely common criteria adopted by ISO and Trusted Computer System Evaluation Criteria (TCSEC). TCSEC is divided into four divisions from D to A. They are hierarchically ordered. MLS systems are associated with TCSEC division B and A.
D. Multilevel Secure RDBMS Architecture
There are two type of architectures available depending upon how access control is handled.  In general it could either be enforced through the RDBMS itself of delegated through a trusted operating system. Depending on these we can either have Woods Hole Architecture or Trusted Subject Architecture.
1) Woods Hole Architecture
In Woods Hole Architecture, an un-trusted RDBMS is used and a trusted code is developed around that database. There are two categorize of such a scheme: Kernelized architectures and distributed architectures.
a) Kernelized Architectures
In kernelized architecture each security level is implemented using a separate copy of off-the-shelf un-trusted RDBMS and trusted front-end to access that database. A trusted Operating System is used in the middle to enforce the access control policies. Using the Mandatory Access Control policy of the operating system, the users can be restricted to access different fragments of the database which are stored in single level operating system object like files.
In such an environment the RDBMS associated with High security level can access other Low trusted database as well. A benefit of such a scheme is that data is associated with different security levels that enforce strict access controls.
b) Distributed Architectures
In distributed architecture multiple copies of trusted Front-End and RDBMS are used with different storage databases. In such a scheme database at any particular security level say k, contains replica of every other data that the subject at level k can access. In this scheme data is physically separated into separate hardware database.
This scheme also comes with one drawback and that is to sync the entire database in case of updates at one point.
2) Trusted Subjects Architectures
In this scheme a trusted RDBMS and trusted Operating System is used along with an un-trusted Front-End Fig 6.  The Mandatory Access Control is enforced by the RDBMS itself. The database tables are stored in operating objects like files and labeled with its security level. A table within the database may contain row of different security levels. Such rows have security levels stored along with the rows in the table.
One of the benefits with this architecture is the access to data levels at the same time along with minimal retrieval time and update processing. This kind of architecture though needs highly trusted code and high evaluation from TCSEC which it lacks because in order to meet high level of assurance the mandatory objects should be physically separated by some form of physical isolation.
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E. Polyinstantiation
As seen in Section II, polyinstantiation is about allowing multiple copies of same primary key to coexist in same relation.  Polyinstantiation could be used against inference, denial of service to legitimate users and also to protect against covert channels, e.g. storage covert channel. Storage covert channels could emerge if for example in Fig 7 if a user with high security level updates the label to High then when a user with low security level tries to retrieve this row he or she will notice that the data row has disappeared, hence inferring that the security level has been changed. Polyinstantiation allows this change to occur as shown in Fig 8.
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IV. A Multi-Purpose Implementation of Mandatory Access Control in Relational Database Management Systems
This paper proposed Mandatory Access Control (MAC) implementations in Relational Database Management Systems (RDBMS) which can be used for different application domains.
Mandatory Access Control (MAC)

Mandatory Access Control (MAC) is a means of restricting access to objects based on the sensitivity of the information contained in the objects and the formal authorization of subjects to access information of such sensitivity [1].  Multilevel Security (MLS) is one of the well-known implementation of MAC. The following are the simple definitions of the basic model of MLS.
· Object: A passive entity (i.e. Information saved in the database). Each of objects is assigned a classification.
· Subject: An active process which is used to request access to objects. Each of subjects is assigned a clearance.
· Label: A piece of information which includes two type of components: hierarchical component and a set of unordered compartments.

· Hierarchical Component: Information about the sensitivity of the data. 
· Compartments Component: Information about the sensitivity or category of the labeled data. It is nonhierarchical.
MAC Implementation Methodology

The methodology proposed in this selected paper allows a database administrator to define label types, label access rules and exceptions. It also allows the administrator to assign labels and exceptions to database users. Even more, the administrator will be able to attach a label type and a set of label access rules to a database table using the proposed methodology.
A. Label Component
In a database, a label component is an entity that can be CREATED, ALTERED and DROPPED. It specifies a set of valid elements for that label component which can be either ordered or unordered. The order of the elements has the important meaning in an ordered set. The rank of an element is higher than the rank of the following elements.
Example
The following is an example of SQL statement that creates a label component named level which contains a set of ordered and valid values: TOP SECRET, SECRET and CLASSIFIED.
	CREATE LABEL COMPONENT level

OF TYPE varchar(15)

USING ORDERED SET

{“TOP SECRET”, “SECRET”, “CLASSIFIED”}


B. Label Type

In a database, a label type is an entity that can be CREATED, ALTERED and DROPPED. It defines the set of label components that make up a label. 
Example
The following is an example of SQL statement that creates a label type named MLS which makes up the label level.
	CREATE LABEL TYPE MLS

COMPONENTS level,

compartments MULTIVALUED


Note: Keyword MULTIVALUED indicates that the compartments component can have more than one single value at one time. It is only used to specify for label components which contain an unordered set
C. Access Labels and Row Labels

There are two types of labels which are access label and row labels.
1) Access Label: In a database, an access label is an entity that can be CREATED and DROPPED. It also can be assigned (GRANT and REVOKE) to database users. Access labels cooperate with the label access rules to determine which labeled rows can be accessed by users.
Example
The following is an example of SQL statement that creates an access label named L1 for the label type MLS.
	CREATE ACCESS LABEL L1

OF LABEL TYPE MLS

level “SECRET”, compartments “NATO”


2) Row Label: In a database, a row label is an entity that can be INSERTED and UPDATED using the ROWLABEL function. It labels a data row in a database table.
Example
The following is an example of SQL statement that inserts a row into a database table named T1.
	INSERT INTO T1 VALUES

(ROWLABEL(“SECRET”, “NATO”), 1, 2)


D. Label Access Policy

In a database, a label access policy is an entity that can be CREATED, ALTERED and DROPPED. It defines the label access rules to determine which users has authority to access a labeled data row in a database table. There are two categories of access rules which are read access rules and write access rules.
Example
The following is an example of SQL statement that creates a label access rule named mls-policy which implements the restrictions of MLS introduced in section III.
	CREATE LABEL POLICY mls-policy

LABEL TYPE MLS

READ ACCESS RULE rule1

ACCESS LABEL level >= ROW LABEL level

READ ACCESS RULE rule2

ROW LABEL compartments IN

ACCESS LABEL compartments

WRITE ACCESS RULE rule1

ACCESS LABEL level <= ROW LABEL level

WRITE ACCESS RULE rule2

ACCESS LABEL compartments IN

ROW LABEL compartments


E. Exceptions

In a database, an exception can be assigned (GRANT and REVOKE) to database users. It provides the flexibility for some database users to bypass label access rules.
Example
The following is an example of SQL statement that grants an exception for user Joe to bypass the write access rules (rule1 and rule 2) in label access policy mls-policy.
	GRANT EXCEPTION

ON WRITE ACCESS RULE rule1, rule2

FROM LABEL POLICY mls-policy

TO USER Joe


The majority of this section is to talk about how to implement MAC using SQL statements. Due to the space limit of the survey, please refer to the paper [3] for the complete reference.
V. Inference Control Schemes in Multilevel Secure Databases
This paper proposed a set of key schemes as the approach of dynamic control over the inference problem after all inference channels have been identified in a multilevel database.
Inference Problem
The inference problem in multilevel secure (MLS) databases is described as the following. The information classified at a higher security level can be discovered by users classified at a lower security level by means of inference [1]. The most common way to do inference in this problem is from the responses of a serial of queries.
Single Key Schemes
 This section will discuss three single key schemes which are used to handle inference control problem under three different conditions.
In these schemes, the following notations are defined [1].
· Object (O): A unit of information saved in a database or the relationship between objects. 
[image: image2.wmf]i

O

simply means the ith object in the inference channel.
· Inference Channel: A minimum set of objects needed for performing an inference.
· Length of Inference Channel (m): The number of objects in the inference channel. An inference channel with the length of m is also called an m-channel.

· A Key Set (K): Each key contains information about the association to objects. The number of keys in a key set is m – 1 where m is the length of inference channel.
· Reserved Object: The last object in the inference channel which is NOT associated with any key at all.
The key scheme is consisted of the following two phases.

· Key Initialization: Establishes the associations between keys and objects. The algorithm runs one time only unless the entire system is going to refresh. 
· Query Processing: Details the algorithm of a query. The algorithm runs whenever a user wants to access an object.
In order to perform the inference, the users must have access to all the objects in the inference channel. When the users request to access an object in the inference channel, it requires a key. The major idea of the key schemes is that it makes one of the objects in the inference channel to be reserved object which there is no access to the reserved object for anyone.  This is why the number of keys is one less than the number of objects in the inference channel.
A. Single Key Scheme for Single Inference Channels
When considering only one inference channel in the database, the scheme takes the following steps.
1) Key Initialization: Associate every object in the inference channel with all the m - 1 keys denoted by K(
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 ) = K, i = 1, 2, …, m.
2) Query Processing: 

· Select a key randomly.
· Delete the association between the requested object and the other keys.

· Delete the association between the selected key and the other objects.

When all m - 1 keys have been used, m - 1 objects of m objects in the channel are associated with keys, and there is one object left which is the reserved object. The following is the algorithm for this scheme taken from paper [1].
	Algorithm: Single channel scheme for a user requesting object
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 ) = K, i = 1, 2, …, m.

Query Processing:

Input: i;

if K(
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 ) = ( then
output “access denied”;

else

Select randomly a 
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Deliver
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 to the user.


B. Single Key Scheme for Multiple Inference Channels without “Repeated Object”
When considering multiple inference channels in the database and all channels are disjoint each other, the proposed solution is to allocate one set of keys to each inference channel.
1) Key Initialization:
· Inference channel is denoted as C
· The number of inference channel in the database is denoted as l
· The length of the channel
[image: image15.wmf]j

C

 is denoted as 
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, where j = 1, 2, …, l
· Maximum length of all inference channels is denoted as 
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Therefore, the key set K contains 
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- 1 keys.
2) Query Processing: Similar to the algorithm of the first key scheme.

The following is the algorithm for this scheme taken from paper [1].
	Algorithm: Disjoint multiple channels scheme for a user requesting object
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− 1 random keys from K}, j = 1, 2, …,  l;

if
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Query Processing:

Input: i;

if Find j such that
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then
{

if K(
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) = ( then
output “access denied” and quit;

else

Select randomly a
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Deliver
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 to the user;

}

else

output “information not found”.


C. Single Key Scheme for Multiple Inference Channels with “Repeated Object”
When considering multiple inference channels in the database and some object appear in more than one channel, the scheme takes the following steps.
1) Key Initialization: Similar to the algorithm of the second key scheme
2) Query Processing: There might be two cases as the following.
· When the repeated object is NOT the reserved object, the user request access to the object should be same as other objects.
· When the repeated object is the reserved object, the user request access to the object should be denied.
The following is the algorithm for this scheme taken from paper [1].
	Algorithm: Multiple channels scheme for a user requesting object
[image: image39.wmf]i

O

.

Key Initialization:


[image: image40.wmf]j

K

 = {
[image: image41.wmf]j

m

− 1 random keys from K}, j = 1, 2, …,  l;

for All possible s do
{
if
[image: image42.wmf]s

O

( Cj then 
[image: image43.wmf]j

K

(
[image: image44.wmf]s

O

) =
[image: image45.wmf]j

K

,  j = 1, 2, …,  l;
}

Query Processing:

Input: i;
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output “access denied” and quit;

else
{

for every 
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}

else

output “ information not found”.


Main Drawback of Single Key Schemes and Solution
Although the proposed schemes are very simple and efficient, there still exists a main drawback in them. If the length of the channel is short, it will cause a serious problem. This because that the system may establish a time frame in the real situation.  Within this time frame, the information classified at a higher security level cannot be discovered. However, the key set will be refreshed and the inference channel will return to the initial state after the time frame. In another word, the reserved object might be re-determined, and it might not be the same as the previous one.
One of the suggested solution of this problem is to add a requirement of extra authorization when access the reserved object. The system has to decide if the extra authorization is granted to the users when the reserved object is requested to access.
VI. Conclusion
In this paper, we have summarized four selected papers in the field of multilevel security. Two of the papers give the background knowledge of the multilevel security such as the architecture of MLS RDBMS and the security Model for MLS. The other two papers talk in detail about the specific topic in the area of MLS which include MAC implementation and a set of key schemes to handle the inference problem. Although it is impossible to cover everything, we believe this survey gives readers the background information and the specific knowledge in the area of multilevel security.
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