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Question 1  
(a) State the Silly Window Avoidance mechanisms used at the receiving end as well as at the sending end.                                                                                                                        8 marks
Receive side silly window avoidance

Silly Window syndrome may be caused by slow processing of data at the receive side. 

For such a case, two solutions are proposed:

•
Clark’s Solution

•
Delayed acknowledgement

CLARK’S SOLUTION:

•Do not advertise a window of a size smaller than that of MSS. Instead advertise a window of size 0, AS SOON AS the segment, which reduces the buffer size to less than MSS is received.

After advertising a Zero window:

 Wait for a significant amount of space to become available - before sending an updated window advertisement for a larger window size, in response to a probe from the sender.

Significant amount of space is defined as the minimum of 

• One half of the receiver’s buffer     or 

• The number of data octets in a maximum sized segment. 

•Exceptions: 

  1.  If a window of a size X bytes has been advertised, and if data less than X bytes has been received, the receiver cannot now advertise a zero-sized window. (This rule is also stated as follows:  

   The ‘right’ edge of a sliding window cannot be moved backwards i.e. the edge cannot be moved ‘leftwards’.

Or as follows:

A window, which has been advertised, cannot be made to shrink.)

2. In acknowledgement of a FIN segment, even a small window is advertised, since in such a case, we would not expect any further data segment

DELAYED ACKNOWLEDGEMENT:

Delay the acknowledgement by no more than 500 m sec (BSD implementation). Moreover the Receiver should acknowledge at least every other segment. (This is so that the Sender receives a sufficient number of RTT estimates.)

In many Linux implementations, the delay is 300 ms.

Delay can lead to

· Retransmissions and 

· Confusing RTT estimates. 

However this can solve the problem of Silly Window.

Send side silly window avoidance

Nagle’s Self-clocking Algorithm

Clumping: when a sending application generates additional data to be sent over a connection, for which previous data has been transmitted but not acknowledged,

• place the new data in the output buffer 

• do not send it till there is sufficient data to fill a maximum sized segment 

• If still waiting to send, when an acknowledgement arrives, send all the data in the buffer. 

• Apply the rule even when PUSH bit is set.

• If no outstanding ACK is there – AND-

If the data that we have or the data that we can send is small in size, start the Persistence Timer.

If even when the timer times out, we are not able to send a segment with a data size equal to MSS, we send whatever data we are able to send.

(The limit on the size of the data that we can send may be because ---

• The application may not have written more data into TCP buffer. 

Or it may be due to a

• small size of window advertised by the receiver.)

RFCs require that TCP should implement Nagle’s algorithm. But there should be a way to disable it (for inter-active applications.) If Nagle’s Algorithm is disabled, we can send all the data that we have, even if it is small in size

(b) 64 KB of data is to be transferred from host A to host B using TCP.  The SOURCE PORT number for A and the DESTINATION PORT number for B are given as 49153 and 23 respectively. 

The application in B is extremely slow and it reads only 512 bytes of data from TCP every 400 milliseconds. The buffer memory is 8192 bytes for both A and  B.  The MSS is given to be 2048 bytes.

After 7169 bytes have been transferred by TCP in A to TCP in B, a single byte probe is sent from A to B as follows:

Seg from A to B:  SEQUENCE NUMBER = 7679; ACK = 40961, WIN = 8192

       After receipt of the probe by B, the state of the buffer memory in B is as follows:

       Data in the buffer = 6657 bytes and free area in the buffer is of 1535 bytes.     
B sends to A the acknowledgement, for the probe, as follows:
Seg from B to A: ACK=7680, WIN=0.

Explain why the WINDOW is advertised as of zero size
If the default value of the persistence timer be 1 seconds, show the next eight segments exchanged between A and B. Explain each step clearly.  

Assume that the Read delay of 400 milliseconds for B starts when the above ACK segment is transmitted from B to A. Neglect the transmission time and the processing time for TCP at the two hosts.                                                                                                                                  20 marks

Since MSS is 2048 and since the free space is 1535 bytes, the receiver uses Clark’s Algorithm to advertise a zero window.
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At 1 sec
5634

2558





PT timeout
7682

510





So A sends a 1 byte probe


I Seg from A to B:
Sequence Number = 7680;
Ack: 40961;
WIN: 8192

II Seg from B to A:
Ack: 7681;
WIN: 2558


III Seg from A to B:
Sequence Number = 7681; (Data from 7681 to 9728)





Ack: 40961; WIN: 8192


IV Seg from B to A:
Ack: 9729; WIN = 510;



Using Nagle’s Algorithm, A starts P.T.
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At 2 sec, PT time out. So A sends 510 bytes


V Seg from A to B:
Sequence Number = 9729 (Data from 9729 to 10238)





Ack 40961;
WIN = 8192


VI Seg from B to A:
Ack:
10239; WIN = 0



So A start the P timer.
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At 3 sec, PT time out. It sends out a 1 byte probe.


VII Seg from A to B: Sequence Number: 10239;

Ack: 40961
WIN: 8192


VIII Seg from B to A: Ack: 10240

WIN: 2559

(c) Show the entries (in HEX ) in the header of the last TCP segment, shown by you in (b).   Do not calculate the CHECKSUM. Fill up the CHECKSUM field with zeros.      
                                                                                                                                             7 marks
0017 C001
0000 A000
0000 2800

5010 09FF

0000 0000

Question 2. 
(a)  A TCP connection is established with a MAXIMUM SEGMENT SIZE of 65,535 and a Window SCALE FACTOR of 2.
This connection is using a window size of 8,000 bytes and the sender host had previously received an  ACKNOWLEDGEMENT NUMBER of 32,001. Draw a diagram of the sliding window at the sender. Also draw diagrams of the sliding window after each one of the following events:.
(i) The sender receives a new segment with an ACKNOWLEDGEMENT NUMBER of 34,001 and a WINDOW advertisement of 1750. 

(ii) Thereafter it receives another segment with an ACKNOWLEDGEMENT NUMBER of 36,001 and a WINDOW advertisement of 2250.

Each diagram of the window must show the size of the window, the SEQUENCE NUMBER of the first byte in the window and the SEQUENCE NUMBER of the last byte in the window.

                                                                                                                                           10 marks
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(b) TCP in host A has established a connection with host B. The values of the initial buffer memory available in A and B are 4096 bytes and 6144 bytes respectively. 

The connection has been used for transferring data from A to B. The last segment of data transfer from A to B is to carry 4 bytes of data only. For this last segment, the FIN bit is to be set. The other details are as follows: 

                                   Four bytes of data is given ( in HEX) as 3A00 1001 .

                                    The SEQUENCE NUMBER is 65536. 

                                    The ACKNOWLDGEMENT is 2048.                                                                    The windows advertised by A and B, in segments exchanged by the two hosts, just before sending the above segment, are 4096 bytes and 6144 bytes respectively. 

B, on receipt of the FIN segment, would issue an acknowledgement for the whole of the data. Since B has no data to send to A, it  would, then, issue a segment with FIN flag set to 1.   

Show the entries (in HEX)  in the four  TCP segments used for termination of the connection. Calculate the checksum for only the first segment. For the other three segments, fill up the checksum field with zeros.

     Given that the IP address and the port address for host A are 208.38.56.88   and 49152 respectively. For host B, the IP address and the port address are 144.34.8.240 and 23 respectively.  Protocol = 6.                                                                                                 25 marks


1st Segment

A to B 

C000 0017




0001 0000




0000 0800




5019 1000




****    0000




------------------



3A00 1001


pseuo
header




D026 3858




9022 08F0




0006 0018


Calculation of Checksum



3 2 1 3


   C 0 0 0

                             0 0 1 7

  

   0 0 0 1

  

   0 8 0 0



   5 0 1 9


   1 0 0 0 



   3 A 0 0



   1 0 0 1

   

   D 0 2 6



   3 8 5 8



   9 0 2 2



   0 8 F 0



   0 0 0 6



   0 0 1 8



--------------



   1 3 E0



3



--------------



   1 3 E3

Its complement:
                           E C 1 C                                  

So Checksum = EC1C

2nd Segment

B to A

0 0 1 7  C 0 0 0




0 0 0 0  0 7 F F




0 0 0 1  0 0 0 5




5 0 1 0  1 8 0 0




0 0 0 0  0 0 0 0


3rd Segment

B to A

0 0 1 7  C 0 0 0




0 0 0 0  0 7 F F




0 0 0 1  0 0 0 5

 


5 0 1 1  1 8 0 0




0 0 0 0  0 0 0 0


4th Segment


A to B

C 0 0 0  0 0 1 7




0 0 0 1  0 0 0 4




0 0 0 0  0 8 0 1




5 0 1 0  1 0 0 0




0 0 0 0  0 0 0 0 

Question 3                                                                                                            20 marks
(a) The sequence number field is 32 bits long. So it can number 4, 294,967,296 bytes.. Even if this many bytes have not been transferred over a connection, why may the sequence number still wrap around from 4,294,967,295 to 0? 
ISN is a random number! Let it be X

So after sending (4,294,967,296 –X) bytes. The sequence number will wrap around to zero.
(b) Determine the optimum window size for a 100 Mbps network and for a RTT of 100 ms. Can this window size be advertised using TCP? If not, what is the possible solution?

Optimum Window Size
= 100 * 106 * 100 * 10-3 bits



       
= 10 Mbits




= 1.25 Mbyte

TCP can advertise a maximum window size of 65535 bytes

So a window scale factor of 5 will be used. i.e. 25 will be the scale. With this scale, an advertisement of 39062 will mean an actual window of 1,249,984 bytes

How to get scale factor 5:


1.25*106 

                    -----------------< 65535


       ?

(c) TCP operates over a 10Gbps link. How long would it take for the sequence number to wrap around completely, under the assumption of full use of the bandwidth continuously by TCP?
Question 3 (CONTINUED)
If a 32 bit time stamp field be used so that the timestamp field is incremented by 1024 for each wrap-around of the sequence number field, how long would it take for the timestamp field to wrap around?


10Gbps = 1250 Mbytes per sec

TCP sequence numbers wrap around after 232 bytes


Number of seconds after which wrap around occurs
= 232 / 1250 *106








= 3.426 Seconds


For each wrap-around of S.N. we increment time stamp by 1024. So a wrap around of TS will occur at 

   3,436 * 232

----------------------- 
= 14,411,518.8 sec

        210


= 4003.1996 H





= 166.799 days
(d) Explain how the size of sliding window may be used to take care of the phenomenon of congestion collapse in a TCP system.
Congestion Collapse:

Congestion at a Router =>increased delay=>more transmission=>more congestion.                            till the system collapses due to congestion. 

To solve the problem, TCP uses a Congestion Window Limit (CWL)

TCP at the sender allows a window size which is the smaller of –

-The received window advertisement and

-The congestion window limit.
 

In the non-congested state,  CWL = received window advertisement.

When a segment has to be retransmitted, TCP assumes it is due to congestion.

So it reduces CWL by half.

And it back off the Retransmission Timer exponentially by doubling the time out value.

After a long idle period, CWL = 1 byte

When the segments start being acknowledged without retransmission, TCP increases the size of CWL, so that the system can work more efficiently. However it increases CWL in phases so that it does not fall back into congestion due to a high rate of segment output.
The FIRST PHASE: Slow Start Recovery:

Increase CWL by one each time an ACK arrives (till Slow Start Threshold (SST) is reached) 
                   SST = Rec_Window /2 

Thus the sender starts by sending one segment and waiting for its ACK. On receiving it, he can send two segments. When ACKs for these two segments are received, he can send four. Thus there is an exponential increase. 

The SECOND PHASE: Congestion Avoidance:

Increase CWL by one only if all the segments in the allowed window have been acknowledged.

The two phases are explained by the figure below:


(e) How is the TIMEOUT of the Retransmission Timer calculated in TCP? What do you understand by the problem of Acknowledgement Ambiguity? How is this problem solved? 

Retransmission Timer: The timeout depends upon the Round Trip Time (RTT).

RTT  varies as traffic load changes. It also depends  upon destination & path ·

TCP uses an adaptive algorithm to estimate the value of RTT and it continues to adjust the value as  data is exchanged for any connection.

The Adaptive algorithm:

Let OLD_RTT  = old estimate of RTT 

      NEW_RTT = new sample obtained from a recent Acknowledgement 

                RTT = the estimated RTT 

                RTT =  α ) * NEW_RTT 
* OLD_RTT + ( 1 -  α   
where 0 <  α    < 1 

If    α   is close to 0, RTT responds to changes in delay very quickly. 

If α is close to 1, RTT is not affected by short time changes. 

Retransmission TIMEOUT =    β  * RTT 

The original standard specified     β = 2

 Default     α  =  0.9 

For loads of up to about 30% the above system works well.  Higher loads lead to higher variance in delay. 
Jacobson/Karels Algorithm
DIFF =  NEW_RTT -  OLD_RTT  

Smoothed_RTT = OLD_RTT   + δ * DIFF

DEV = Estimated Mean Deviation

         = OLD_DEV +  ρ * ( | DIFF| - OLD_DEV ) 

Retransmission TIMEOUT =   Smoothed_RTT  + η * DEV 

0 < δ < 1    ( determines how quickly the new measurement affects the weighted average

0< ρ < 1           ( determines how quickly the new measurement affects DEV.

Comer has reported that the following values work well:

δ =  1/23

ρ = 1/22

η = 3.

Acknowledgement Ambiguity:  After Retransmission, when Acknowledgement is received, it is NOT known whether it pertains to the first or to the retransmitted segment. A wrong assumption can lead to either too long or too short estimates for RTT. 

 Karn’s Algorithm  Do not consider the Acknowledgements to Retransmitted segments for updating RTT. 

Instead backoff by using a TEMP_RTT 

where TEMP_RTT =   [image: image1.jpg]


  = 2 on first retransmission. 
RTT                     where      [image: image2.jpg]


 
Back-off further by 2n 

where n = number of retransmissions along a specific connection. 

 Finally when an Acknowledgement is received without retransmission, RTT is recomputed. 

Question 4                                                                                                            10 marks
Please write the correct answer for each of the following in the answer-book. :                       

 ( I ) Urgent data requires the urgent pointer field as well as the URG bit in the __________   field. 
a) Code bits
b) Sequence number
c) reserved
d) checksum
 ( II ) The options field of the TCP header ranges from 0 to _____________ bytes.
a) 232
b) 40
c) 20
d) 216
( III ) What is the maximum number of the end-of-option options in the entire TCP header?
a) 9
b) 20
c) 1
d) 10
  ( IV ) Karn’s algorithm is used in calculations by the __________ timer.

a) retransmission
b) persistence
c) keep-alive
d) time-wait

(V) A server issues ____________ open while a client issues _______ open. 

a) an active; a passive

b) a passive; an active

c) an ephemeral ; a well-known

d) a well-known ; an ephemeral
(I)   a

II    b

III   c

IV   a

V     b


*
*
*
*
*
*
*
*
*
*
Figure 1 (a)  FORMAT OF A TCP SEGMENT
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Figure 1 (b)  FORMAT OF THE PSEUDO-HEADER FOR TCP
	SOURCE   IP ADDRESS

32 bits

	DESTINATION IP ADDRESS

32 bits

	ZERO

8 bits
	PROTOCOL = 6 bits
	TCP LENGTH

16 bits
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